
APPLIED AI · PRODUCT PORTFOLIO

Ten working products
for real operations.
Each one solves a problem a business already pays people to
do: tax reconciliation, compliance evidence, agent governance,
agentic checkout, social content, running a shop, the support
inbox, hiring, sales and shipping. Built as software, not
slideware.

01 Social media assistant 02 myDATA reconciliation 03 Agent control plane

04 EU AI Act conformity 05 Agent commerce 06 Retail ERP suite

07 Customer support agent 08 HR screening assistant 09 Sales assistant

10 Logistics

10
products, each running

778
automated tests, all green

0
mocked screens: every figure comes from the running code
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THE PORTFOLIO

What each one is, and who pays for it

01
Social media assistant
A marketing coordinator for every nonprofit on the roster.

Agencies and nonprofit networks · per organisation, per
month

02
myDATA reconciliation
Greek tax books against what the state actually received.

Greek accounting firms · per client company, per month

03
Agent control plane
A policy in the request path for tool-using agents.

Any company putting agents near production · per seat or
per agent

04
EU AI Act conformity
Compliance packs, retrieved not recalled.

Compliance consultancies and EU deployers · per
assessment, then a retainer

05
Agent commerce
A merchant that agents can buy from, safely.

Merchants and platforms selling to autonomous buyers ·
per transaction, or licensed
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THE PORTFOLIO

What each one is, and who pays for it

06
Retail ERP suite
Stock, cost, orders, support and content on one database.

Independent retailers and small chains · per location, per
month

07
Customer support agent
Every message sorted by rule; replies from the record; nothing sent without a person.

Retailers and e-shops · per inbox, per month

08
HR screening assistant
Scored with the evidence shown; protected fields stripped in code; a person decides.

Companies hiring at volume · per role, per month

09
Sales assistant
Proposals with a source on every claim; a floor no discount can cross.

Small B2B sales teams · per seat, per month

10
Logistics
Three carrier feeds on one timeline; documents that cannot disagree with the record.

Retailers and distributors with two or more carriers · per
location, per month
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01 · SOCIAL MEDIA ASSISTANT · WHAT IT IS

Nonprofit marketing is
one person, ten
channels, and no
research time.
A coordinator is expected to post consistently across
platforms for an organisation whose programmes,
partners and press they have to learn on the job.
Generic AI copy fails here for one reason: it is
unsourced, so nothing it claims can be published
without checking it first.

THE PRODUCT

A marketing coordinator for every nonprofit on the
roster.

WHO BUYS IT

Agencies and nonprofit networks · per organisation,
per month

Asked for ideas, it researches the organisation first and returns sourced suggestionsAPPLIED AI PORTFOLIO 04 / 35



01 · SOCIAL MEDIA ASSISTANT · HOW IT WORKS

Four moves, in this order
1 Research before writing

Reads the website, socials and news, then saves
dated research notes. Nothing is drafted until the
organisation is known.

2 Draft per platform
LinkedIn is not Instagram. Length, tone and
hashtag norms come from an editable skill file per
platform.

3 Learn the corrections
“Too corporate, we're warm and grassroots” is
written to memory and applied to every later draft,
across sessions.

4 Track the work
Every idea and draft is logged with its status, so the
assistant can answer what has been worked on and
where it stands.

Learned voice and facts, editable by the client, applied on the next message

APPLIED AI PORTFOLIO 05 / 35



01 · SOCIAL MEDIA ASSISTANT · IT WORKING

A marketing coordinator for every nonprofit on the roster.

The work ledger: six posts, each with status and platform The whole workspace: chat, memory, skills, ledger and trace in one screen

Sources on every claim
nothing publishable is unattributed

Add a platform without a deploy
drop in a markdown file, it becomes a tool

Corrections persist
voice survives the session and the restart

APPLIED AI PORTFOLIO 06 / 35



02 · MYDATA RECONCILIATION · WHAT IT IS

Every Greek business
must match its books to
the tax office, by hand.
myDATA holds what was transmitted to AADE. The
company's books hold what actually happened. When
the two disagree, somebody finds it document by
document, usually late, and the penalty lands on the
client.

THE PRODUCT

Greek tax books against what the state actually
received.

WHO BUYS IT

Greek accounting firms · per client company, per
month

One period: 10 documents in the books against 11 transmitted, 10 discrepancies foundAPPLIED AI PORTFOLIO 07 / 35



02 · MYDATA RECONCILIATION · HOW IT WORKS

Four moves, in this order
1 Match

Pairs local documents to transmitted ones on
identity, then on a tolerant window, so a one-day
or one-cent difference is still recognised as the
same invoice.

2 Classify
Ten discrepancy types, each decided by rule:
missing transmission, duplicate, amount mismatch,
VAT category, cancelled but not credited, and the
rest.

3 Explain in Greek
The only place a model is used: turning a finding
into a sentence the business owner understands.

4 Propose, never file
Each finding carries the correction the engine
would make. It is a dry run until a person approves
it.

Every discrepancy with severity, the proposed correction, and the evidence behind it
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02 · MYDATA RECONCILIATION · IT WORKING

Greek tax books against what the state actually received.

All ten types the engine can produce, including those absent this period

The work order: what to fix first

10 discrepancy types
classified by rule, not by a model

Nothing filed without approval
every correction is a dry run first

Reproducible
the arithmetic is code, so the answer is identical each run

APPLIED AI PORTFOLIO 09 / 35



03 · AGENT CONTROL PLANE · WHAT IT IS

An agent with tools is an
unbounded actor inside
your systems.
The moment an agent can call tools, it can delete,
spend, email and leak. Most teams ship that with a
prompt asking it to behave. What is missing is the layer
that decides, before the call runs, whether it is allowed,
and leaves a record either way.

THE PRODUCT

A policy in the request path for tool-using agents.

WHO BUYS IT

Any company putting agents near production · per
seat or per agent

Every call decided and traced, with the policy costing microsecondsAPPLIED AI PORTFOLIO 10 / 35



03 · AGENT CONTROL PLANE · HOW IT WORKS

Four moves, in this order
1 Policy first

Allow, deny, or route to a human, decided before
anything runs. An unmatched tool is denied by
default, so adding a tool never silently adds a
capability.

2 Budget second
Per tenant and per scope, checked before the
upstream. A refused call never consumes budget,
so it cannot be used to exhaust a tenant.

3 Scan both directions
The injection scanner reads call arguments before
the tool runs and results before they reach the
agent.

4 Trace always
Including refusals. A gateway that records only
what it allowed cannot answer the question an
auditor asks.

Allow, deny, ask and default-deny, with whether the upstream was ever touched
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03 · AGENT CONTROL PLANE · IT WORKING

A policy in the request path for tool-using agents.

An injected argument refused before the tool ran, an injected result withheld

One switch refuses everything, reads included, and still records it

25 of 25 attacks caught
with 0 of 25 false positives

Deny by default
an unmatched tool never runs

Microsecond decisions
the policy is not the bottleneck
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04 · EU AI ACT CONFORMITY · WHAT IT IS

The Act is in force, and
being confidently wrong
is the liability.
Every EU deployer of a high-risk system owes an
evidence file, annually, not once. A model asked to write
it from memory will produce a fluent document citing
articles that do not say what it claims, which is worse
than no document at all.

THE PRODUCT

Compliance packs, retrieved not recalled.

WHO BUYS IT

Compliance consultancies and EU deployers · per
assessment, then a retainer

Five systems classified, four by rule at zero cost, and zero unsourced claimsAPPLIED AI PORTFOLIO 13 / 35



04 · EU AI ACT CONFORMITY · HOW IT WORKS

Four moves, in this order
1 Retrieve the law

The model never recalls an article. It resolves one
from a pinned, versioned corpus, and a citation
that does not resolve raises instead of finding the
nearest match.

2 Decide by rule where the law is a list
Article 5 prohibitions and the Annex III high-risk
categories are closed lists, so they are settled in
code at zero cost.

3 Generate, verify, strip
A claim survives only if its evidence resolves, its
article resolves, and a separate verifier agrees the
evidence supports it.

4 Make it tamper-evident
Two fingerprints: one over the facts for
reproducibility, one over the prose, so an edit after
issue is detected.

Prohibited, high, limited, minimal, and 'needs a human' as a correct answer
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04 · EU AI ACT CONFORMITY · IT WORKING

Compliance packs, retrieved not recalled.

The finished pack attacked: a claim edited after issue is caught by the content fingerprint The full assessment in one screen

Zero unsourced claims
a structural gate, not a target

Decided by rule at zero cost
the model is asked only about the residue

Tamper-evident prose
an edit after issue fails verification
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05 · AGENT COMMERCE · WHAT IT IS

Agentic checkout is
arriving through three
incompatible protocols.
AP2, x402 and ACP each cover a different part of the
purchase, and none has won. A merchant that picks one
bets the integration on an unsettled outcome; a
merchant that lets an autonomous buyer negotiate
price without structural limits gets exactly the sale it
deserves.

THE PRODUCT

A merchant that agents can buy from, safely.

WHO BUYS IT

Merchants and platforms selling to autonomous
buyers · per transaction, or licensed

Orders settled across all three protocols, with no model call anywhere on the money pathAPPLIED AI PORTFOLIO 16 / 35



05 · AGENT COMMERCE · HOW IT WORKS

Four moves, in this order
1 One interface, three protocols

AP2, x402 and ACP are adapters onto four moves
every protocol must support: state the price,
present an authorisation, verify, settle.

2 Price in code
A margin floor is max(discounted, floor) in integer
minor units, so no discount at any customer class
can produce a below-floor price.

3 Verify before money moves
The mandate must be signed, unexpired, within its
ceiling, bound to this quote, and its nonce
unspent.

4 Settle onto durable ledgers
Nonces, settlements, holds, redemptions and
orders all outlive the process, which is what makes
the guarantees survive a restart.

Five orders settled across AP2, x402 and ACP behind one interface
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05 · AGENT COMMERCE · IT WORKING

A merchant that agents can buy from, safely.

Four zero-tolerance attacks executed here and refused, each across a restart The adversary campaign: every family blocked, or accepted and alerted

Oversell, double charge, replay
all refused, including across a restart

No model touches money
the whole path is deterministic

Every transaction disputable
hash-chained and merchant-signed

APPLIED AI PORTFOLIO 18 / 35



06 · RETAIL ERP SUITE · WHAT IT IS

A retailer's real numbers
live in six tools that
disagree.
Stock is in one screen, the supplier invoice in another,
POS takings in a third, and the support inbox
somewhere else entirely. Nobody can answer what a
unit actually cost or what the month actually made,
because no single system holds both halves.

THE PRODUCT

Stock, cost, orders, support and content on one
database.

WHO BUYS IT

Independent retailers and small chains · per location,
per month

One database: revenue, true margin, stock at cost, and what is unaccounted forAPPLIED AI PORTFOLIO 19 / 35



06 · RETAIL ERP SUITE · HOW IT WORKS

Four moves, in this order
1 Land the cost, then price

Freight and duty belong to a shipment, so they are
allocated across its lines by value. On one
shipment here that is +8.9% on the supplier price,
which is exactly the margin lost by pricing off the
invoice.

2 Derive stock, never store it
There is no quantity column. Stock is the sum of an
append-only movement ledger, so every unit
traces back to the reception, sale or transfer that
produced it.

3 Move stock as two events
A transfer leaves the source when picked and
arrives days later, so units are never counted in two
places. Cancelling keeps the row and requires a
reason, enforced by the schema.

4 Sell into one order book
Eshop, POS and events are one ledger, each line
costed at the landed price snapshotted at the
moment of sale.

Landed cost per shipment: what the supplier billed against what the units actually cost
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06 · RETAIL ERP SUITE · IT WORKING

Stock, cost, orders, support and content on one database.

Stock across four locations, derived from the movement ledger, with in-transit separated Transfers as two events, and a cancellation that kept its reason and its history

Margin measured, not estimated
landed cost, snapshotted at sale

Missing cost is reported
never silently read as 100% margin

SQLite, one file
no server, no migrations to run
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07 · CUSTOMER SUPPORT AGENT · WHAT IT IS

A retail inbox is the same
forty questions, and the
lost parcel waits behind
them.
Support is one or two people answering where is my
order, how do I return this and are you open Saturday,
while the customer whose parcel is genuinely lost waits
in the same queue. A model that answers the inbox
states a delivery date, fluently and wrongly.

THE PRODUCT

Every message read and sorted; a draft for the
routine ones; nothing sent without a person.

WHO BUYS IT

Retailers and e-shops with one to five people on
support · per inbox, per month

The inbox overview: 156 of 156 routed as planted, 0 sent by the agentAPPLIED AI PORTFOLIO 22 / 35



07 · CUSTOMER SUPPORT AGENT · HOW IT WORKS

Four moves, in this order
1 Scan in memory, then anonymise, then store

03's scanner reads the raw text first, because an
exfiltration names a destination the anonymiser is
about to remove. Then the shared anonymiser runs
and only the redacted text is stored; a message the
gate cannot clean is not stored at all.

2 Sort by rule
Nine intents by cue, in Greek, Greeklish and
English. No cue means a person, and the residue is
counted rather than guessed.

3 Answer from the row, or not at all
Order status, tracking and invoice replies are
rendered from the order row and verified against
it. A reference the database does not hold
escalates.

4 Draft, verify, wait
Every draft records the fields it used. Approval
needs a human staff row, by trigger. There is no
send function in the package.

Defences: 10 of 10 injections caught, 8 of 8 benign lookalikes passed, 31 identifiers redacted before
storage
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07 · CUSTOMER SUPPORT AGENT · IT WORKING

Every message read and sorted; a draft for the routine ones; nothing sent without a
person.

The outbox: drafts with their provenance, approved only by a person Before the customer writes: 38 cases raised from the orders table, 0 on the second sweep

156 of 156 routed as planted
every message reached the planted route

10 of 10 injections caught
and 8 of 8 lookalikes passed

0 sent by the agent
no send path exists
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08 · HR SCREENING ASSISTANT · WHAT IT IS

Two hundred CVs for
one role, and nobody
says the words Annex III
out loud.
Screening is a weekend of reading, and every tool sold
to fix it either ranks by a model nobody can question or
by keywords and calls it AI. CV screening is high risk
under the EU AI Act, and the consequences are usually a
policy document rather than a design.

THE PRODUCT

Every application scored against the criteria with the
evidence shown; a person decides, and the database
refuses anything else.

WHO BUYS IT

Companies hiring at volume without a screening
system · per role, per month, with the conformity
pack

360 of 360 verdicts as planted, 318 of 318 protected attributes removed, 30 of 30 pairs identicalAPPLIED AI PORTFOLIO 25 / 35



08 · HR SCREENING ASSISTANT · HOW IT WORKS

Four moves, in this order
1 Strip before read

Birth date, marital status, children, military service,
nationality, photo and name are removed in code
before any scoring reads the text. There is no
column for the original.

2 Six criteria with a right answer
Years, degree, certificate, language, location, right
to work, extracted from the role text by rule.
Judgement criteria are labelled judgement.

3 Evidence or refusal
Every verdict points at the span of the CV that
produced it, or it is no evidence. The schema has
no third state.

4 A person decides
The decisions table refuses a decider that is not a
human staff row, by trigger. Article 22, as a
schema.

One candidate: every criterion, its verdict, and the text that decided it
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08 · HR SCREENING ASSISTANT · IT WORKING

Every application scored against the criteria with the evidence shown; a person decides,
and the database refuses anything else.

Matched pairs: identical qualifications, different protected attributes, identical outcomes

Classified by 04: high risk, by rule, with the articles that resolve

30 of 30 pairs identical
selection ratio 1.00 on twins

318 of 318 attributes stripped
0 leaks on re-scan

0 decisions by the agent
refused by trigger
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09 · SALES ASSISTANT · WHAT IT IS

The proposal is the last
one with the name
changed, and it still
promises two-day
delivery.
A rep spends the day not selling: the same proposal
again, an hour of tabs per prospect, and the Tuesday
nobody called back. A model that writes the proposal
invents the delivery term, and a proposal with a term
the company does not offer is a contract it did not
mean to sign.

THE PRODUCT

Proposals with a source on every claim, research with
a source on every line, follow-ups that are arithmetic.

WHO BUYS IT

Small B2B sales teams without an SDR function · per
seat, per month

49 of 49 overdue follow-ups found, 24 of 24 unsourced claims stripped, 0 lines below floorAPPLIED AI PORTFOLIO 28 / 35



09 · SALES ASSISTANT · HOW IT WORKS

Four moves, in this order
1 Price through the floor

Cost plus margin in basis points, integer minor
units, rounded against the customer. A discount
that would cross it raises; the schema CHECK
refuses the row.

2 Bind every claim
Prices, terms and references carry a source id. The
verifier re-reads each source before the draft exists
and strips what does not resolve.

3 Follow-ups are dates
Last activity plus the stage SLA. The draft quotes
the activity, and the verifier checks that it does.

4 Brief from allowed sources
Site, news, registry. No LinkedIn kind exists in the
schema. Every line names its source or nothing is
stored.

One proposal: every claim bound to its row, and the two injected ones stripped
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09 · SALES ASSISTANT · IT WORKING

Proposals with a source on every claim, research with a source on every line, follow-ups
that are arithmetic.

The floor: quoted against cost plus margin, refused rather than clamped Follow-ups due, most overdue first, each quoting the last activity

24 of 24 unsourced claims stripped
before the draft was stored

7 of 7 breaching lines refused
0 stored below floor

49 of 49 overdue found
0 false alarms
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10 · LOGISTICS · WHAT IT IS

Three carriers, three
vocabularies, and a
customs form typed
from a delivery note
typed from the order.
Logistics fails between systems: the carrier portal, the
warehouse sheet, the ERP that disagrees with both. The
mismatch on the customs declaration is found at the
border, and a transfer between two shops is in both
places or neither.

THE PRODUCT

Three carrier feeds on one timeline, exceptions by
rule before the customer asks, documents that
cannot disagree with the record.

WHO BUYS IT

Retailers and small distributors shipping with two or
more carriers · per location, per month

264 of 264 events normalised from three formats, 130 of 130 documents verified, 0 mismatchesAPPLIED AI PORTFOLIO 31 / 35



10 · LOGISTICS · HOW IT WORKS

Four moves, in this order
1 One timeline from three formats

A parser per feed format, a code map per carrier. A
code the map does not know stays unknown and
raises for a person, never mapped to the nearest
state.

2 Exceptions are rules
No scan for 48 hours, a failed attempt, an address
problem, a passed promise, an unknown code. One
per shipment per rule.

3 Documents from the record
Delivery note, proof of delivery, customs
declaration: rendered from the order rows, re-
parsed by independent patterns, diffed field by
field.

4 Verified or not stored
The documents table refuses anything but verified
with zero mismatches. A renderer that drops a line
is refused, and the bench proves it.

Documents issued, each re-parsed to its rows, with the refusals counted
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10 · LOGISTICS · IT WORKING

Three carrier feeds on one timeline, exceptions by rule before the customer asks,
documents that cannot disagree with the record.

Exceptions raised before the customer asked, each with a draft waiting for a person Transfers as two events: 0 ledger anomalies, a cancellation that kept its reason

264 of 264 events normalised
9 of 9 unknown codes kept

130 of 130 documents verified
0 mismatches

0 ledger anomalies
a unit is never in two places
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HOW THEY ARE BUILT

The same four rules in all ten

A deterministic core, a model only at the edges
Pricing, policy, classification and reconciliation are
code. The model parses language and explains
results; it never decides something that has a right
answer.

Structural defences, not instructions
The margin floor, the replay nonce, the tenant scope
and the durable ledgers are code a prompt cannot be
talked out of. They hold when detection fails.

Measured, not asserted
Every figure on these screens is produced by the
product's own code and re-verified by its test suite.
The suites redden under mutation, so green is
evidence.

Extended by the client, not by us
Capabilities are files, not deployments. A non-
engineer adds a platform, a skill or a research source
and it is live on the next request.
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WHAT THIS SHOWS

The hard part is not the
model.
It is everything around it.
Any of these can go to a first customer as it stands: the
interfaces are real, the rules are enforced in code, and every
figure on every screen comes from running the system. The
next step for any one of them is a pilot against live data.

Deterministic where it counts
money, policy, law, arithmetic

Extensible by the client
capabilities are files, not deployments

Auditable by default
every decision traced and replayable
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